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Basic Programming: Introduction 
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• A program or script is just a list of commands, which 
are executed one after the other. 

• Typically a program has three parts: 
– input 

– computations 

– output 

• When writing a program we generally do not enter 
each command one at a time using the R command 
line; instead we write the list of commands in a 
separate file, which we can save. 

• However, while developing a program, you may find 
it very useful to type individual commands into the 
console to test their effect immediately. 
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• Suppose we have a program saved as prog.r in 

the working directory. There are two main ways 

to run or execute the program: 

– use the command source("prog.r") 

– copy and paste the whole program into R 

– type the command R CMD BATCH prog.r into a 

shell, and execute a program in R. 
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• There are three reasons that we choose to save 

our programs in a file and execute them this way 

– it allows us to easily modify the program code, to 

extend or correct it 

– it allows us to re-run the program with different 

inputs 

– it makes sharing code straightforward 
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• Because R programs are run in an environment 

where there may already be user-defined 

variables, it is good programming practice to 

clear the workspace before running a program, 

to ensure the same starting point each time.  

• Accordingly we will (try to) begin every program 

with the command rm(list=ls()), which 

removes all objects in the workspace. 



Example 1: quad1.r 
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# find the zeros of a2*x^2 + a1*x + a0 = 0 

rm(list=ls()) # clear the workspace 

# input 

a2 <- 1 

a1 <- 4 

a0 <- 2 

# calculation 

root1 <- (-a1 + sqrt(a1^2 - 4*a2*a0))/(2*a2) 

root2 <- (-a1 - sqrt(a1^2 - 4*a2*a0))/(2*a2) 

# output 

show(c(root1, root2)) 



Example 1: quad1.r 
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• Running the program produces the following 

output 

 

> source("../scripts/quad1.r") 

[1] -0.5857864 -3.4142136 
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• In order to write programs that implement 

mathematical algorithms, we need to be able to 

make choices and repeat operations. 

• These tasks are achieved using these 

commands 

– if / else 

– for 

– while 

 



Basic Programming: Branching with if 
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• It is often useful to force the execution of some or 
other part of a program to depend on a condition. 

• The if function has the form 

  if (logical_expression_1) { 
    expression_1 
  } else { 
    expression_2 
  } 
• When an if expression is evaluated, if 

logical_expression is TRUE then the first group of 
expressions is executed and the second group of 
expressions is not executed. 

• Conversely if logical_expression is FALSE then only 
the second group of expressions is executed. 
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• The for command has the following form, where 
x is a simple variable and vec is a vector. 

  for (x in vec) { 

    expression_1 

  } 

• When executed, the for command executes the 
group of expressions within the braces { }, once 
for each element of vector. The grouped 
expressions can use x, which takes on each of 
the values of the elements of vector as the loop 
is repeated. 

 



Example 2: summing a vector 
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# use a loop to sum the elements of a 
vector 

x_list <- c(1,2,3,4,5) 

sum_x <- 0 

for (x in x_list) { 

  sum_x <- sum_x + x 

} 

# sum_x is 15 
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• Often we do not know beforehand how many 

times we need to go around a loop. That is, each 

time we go around the loop, we check some 

condition to see if we are done yet. 

• In this situation we use a while loop. 



Basic Programming: Looping with while 
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• while loop has the form 

  while (logical_expression) { 
    expression_1 
  } 
• When a while command is executed, logical_expression 

is evaluated first. If it is TRUE then the group of 
expressions in braces { } is executed. Control is then 
passed back to the start of the command: if 
logical_expression is still TRUE then the grouped 
expressions are executed again, and so on. 

• Clearly, for the loop to stop eventually, 
logical_expression must eventually be FALSE. To 
achieve this logical_expression usually depends on a 
variable that is altered within the grouped expressions. 

• The while loop is more fundamental than the for loop, as 
we can always rewrite a for loop as a while loop. 

 



Example 3: using while to sum a vector 
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# use while to sum the elements of a vector 

x_list <- c(1,2,3,4,5) 

sum_x <- 0 

i <- 1 

while (i <= 5) { 

  x <- x_list[i]; 

  sum_x <- sum_x + x 

  i <- i + 1 

} 

# sum_x is 15 



Basic Programming: Function 
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• Functions are one of the main building blocks for 
large programs: they are an essential tool for 
structuring complex algorithms. 

• A function has the form 

  name <- function(arg_1, arg_2, ...) { 

    expression_1 

    expression_2 

    ... 

    return(output) 

  } 



Example 4: Function 
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# plus one and return the result 

plusone <- function(x) { 

  x <- x + 1 

  return(x) 

} 

 

• To call or run the function we type 

> plusone(5) 

[1] 6 
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• If you think your R code is running unnecessarily 

slowly, a handy tool for finding the culprit is 

Rprof(), which gives you a report of how much 

time your code is spending in each of the 

functions it calls. 

• This is important, as it may not be wise to 

optimize every section of your program. 

• Optimization may come at the expense of coding 

time and code clarity, so it’s of value to know 

where optimization would really help. 



Efficiency: Profiling 
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foo <- function(){ 

  for(k in 1:10) { 

    fft(rnorm(1e5)) 

  } 

} 

Rprof() # start recording for profiling 

foo() # an example 

Rprof(NULL) # stop recording 



Efficiency: Profiling 
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summaryRprof()  # show the report 

 

$by.self 

        self.time self.pct total.time total.pct 

"fft"        0.34    51.52       0.66    100.00 

"rnorm"      0.32    48.48       0.32     48.48 

 

$by.total 

        total.time total.pct self.time self.pct 

"fft"         0.66    100.00      0.34    51.52 

"foo"         0.66    100.00      0.00     0.00 

"rnorm"       0.32     48.48      0.32    48.48 



Efficiency: Profiling 
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• self.time: the times in seconds of the total 

time spent executing code in that function. 

• self.pct: the percentages of the total time 

spent executing code in that function. 

• total.time:the times in seconds of the total 

time spent executing code in that function or 

called from that function. 

• total.pct: the percentages of the total time 

spent executing code in that function or called 

from that function. 
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• Starting with version 2.13, R has included a byte 
code compiler, which you can use to try to speed up 
your code. 

  library(compiler) # load compiler package 
 
  # define the function f() 
  f <- function(n, x=1) { 
    for (i in 1:n) x=1/(1+x) 
  } 
 
  # compile the function f() 
  cf <- cmpfun(f) 



Efficiency: Byte Code Compilation 
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> system.time(f(1e7)) 

   user  system elapsed  

  3.102   0.034   3.126  

> system.time(cf(1e7)) 

   user  system elapsed  

  1.075   0.010   1.076  

• The benefit in speed depends on 
the specific function but code’s 
performance can improve up by a 
factor of 2x times or more. 

• You should try it whenever you 
need faster code. 
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Efficiency: Preallocate Memory 
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• In R, you don’t have to explicitly allocate memory 
before you use it. For example, you could fill an 
array with numbers using the following code: 

  f1 <- function(n) { 

    v <- c() 

    for (i in 1:n) {v[i] <- i;} 

  } 

• This code works correctly; however, it takes a long 
time to finish (about 30 seconds on my computer). 

• You can speed up this code substantially by 
preallocating memory to the vector. 



Efficiency: Preallocate Memory 
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• You can do this by setting the length, nrow, 

ncol, or dim attributes for an object. Here is an 

example: 

  f2 <- function(n) { 

    v <- c() 

    length(v) <- n 

    for (i in 1:n) {v[i] <- i;} 

  } 

• This code works identically but performs much, 

much faster. 



Efficiency: Preallocate Memory 
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Efficiency: Vector-based programming 
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• Sometimes, you can use vectorization instead of 

looping. For example, if x and y are vectors of 

equal lengths, you can write this: 

  z <- x + y 

• This is not only more compact, but even more 

important, it is faster than using this loop: 

  for (i in 1:length(x)) { 

    z[i] <- x[i] + y[i] 

  } 



Efficiency: Vector-based programming 
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• Let’s do a quick timing comparison: 

> x <- runif(1000000) 

> y <- runif(1000000) 

> z <- vector(length=1000000) 

> system.time(z <- x + y) 

   user  system elapsed  

  0.080   0.004   0.083  

> system.time(for (i in 1:length(x)) z[i] <- 
x[i] + y[i]) 

   user  system elapsed  

  6.567   0.104   6.675  



Efficiency: Vector-based programming 
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• The version without a loop was more than 80 

times faster in elapsed time. 
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• One type of vectorization is vector filtering For example: 

  oddcount <- function(x) { 

    return(sum(x%%2==1)) 

  } 

• It is faster than 

  oddcount2 <- function(x) { 

    c <- 0 

    for (i in 1:length(x)) { 

      if (x[i] %% 2 == 1) { c <- c+1 } 

    } 

    return(c) 

  } 



Efficiency: Vector-based programming 
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> x <- sample(1:1000000,100000,replace=T) 

> system.time(oddcount(x)) 

   user  system elapsed  

  0.015   0.000   0.014  

> system.time(oddcount2(x)) 

   user  system elapsed  

  0.312   0.000   0.313  
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Rcpp: R and C++ Integration 
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• Sometimes R code just isn’t fast enough. You’ve 

used profiling to figure out where your 

bottlenecks are, and you’ve done everything you 

can in R, but your code still isn’t fast enough 

• Use Rcpp to improve performance by rewriting 

key functions in C++ 



Rcpp: R and C++ Integration 
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• Typical bottlenecks that C++ can address include: 

– Loops that can’t be easily vectorised because 

subsequent iterations depend on previous ones. 

– Recursive functions, or problems which involve calling 

functions millions of times. The overhead of calling a 

function in C++ is much lower than that in R. 

– Problems that require advanced data structures and 

algorithms that R doesn’t provide. Through the 

standard template library (STL), C++ has efficient 

implementations of many important data structures, 

from ordered maps to double-ended queues. 
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• Install the latest version of Rcpp from CRAN with  

  install.packages("Rcpp") 

• Install C++ compiler 

– Windows 

• Install Rtools(download from CRAN Website) 

– Mac OS X 

• Install Xcode from the app store 

– Linux 

• sudo apt-get install r-base-dev 
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• cppFunction() allows you to write C++ functions in R: 

  library(Rcpp) 
  cppFunction( 
    'int add(int x, int y, int z) { 
       int sum = x + y + z; 
       return sum; 
    }' 
  ) 
• When you run this code, Rcpp will compile the 

C++ code and construct an R function that 
connects to the compiled C++ function. 

• The add() works like a regular R function 

> add(1, 2, 3) 
[1] 6 

 



Rcpp: Scalar and Vector 
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• The scalar equivalents of numeric, integer, 

character, and logical are double, int, String, and 

bool. 

• The classes for the most common types of R 

vectors are 

– NumericVector 

– IntegerVector 

– CharacterVector 

– LogicalVector 



Rcpp: Vector input, scalar output 
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• One big difference between R and C++ is that 
the cost of loops is much lower in C++. For 
example, we could implement the sum function 
in R using a loop. 

  sumR <- function(x) { 

    total <- 0 

    for (i in seq_along(x)) { 

      total <- total + x[i] 

    } 

    total 

  } 



Rcpp: Vector input, scalar output 

38 

• In C++, loops have very little overhead, so it’s fine to 

use them.  

  cppFunction('double sumC(NumericVector x){ 

    int n = x.size(); 

    double total = 0; 

    for(int i = 0; i < n; ++i) { 

      total += x[i]; 

    } 

    return total; 

  }') 



Rcpp: Vector input, scalar output 
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• This is a good example of where C++ is much more efficient 
than R. As shown by the following benchmark, sumC() is 
competitive with the built-in (and highly optimised) sum(), 
while sumR() is several orders of magnitude slower. 

 
> x <- runif(1e7) 
> system.time(sumC(x)) 
   user  system elapsed  
   0.01    0.00    0.01  
> system.time(sum(x)) 
   user  system elapsed  
   0.01    0.00    0.01  
> system.time(sumR(x)) 
   user  system elapsed  
  3.982   0.026   3.990 
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Rcpp: Using sourceCpp 
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• So far, we’ve used inline C++ with cppFunction(). 

This makes presentation simpler, but for real 

problems, it’s usually easier to use stand-alone 

C++ files and then source them into R using 

sourceCpp(). 

• This lets you take advantage of text editor 

support for C++ files (e.g., syntax highlighting) 

as well as making it easier to identify the line 

numbers in compilation errors. 
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• Your stand-alone C++ file should have 

extension .cpp, and needs to start with: 

  #include <Rcpp.h> 

  using namespace Rcpp; 

 

• And for each function that you want available 

within R, you need to prefix it with: 

  // [[Rcpp::export]] 

 



Rcpp: Using sourceCpp 
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• You can embed R code in special C++ comment 

blocks. This is really convenient if you want to 

run some test code: 

  /*** R 

  # This is R code 

  */ 

• To compile the C++ code, use 

sourceCpp("path/to/file.cpp"). This will create the 

matching R functions and add them to your 

current session. 
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#include <Rcpp.h> 

using namespace Rcpp; 

// [[Rcpp::export]] 

double meanC(NumericVector x) { 

  int n = x.size(); 

  double total = 0; 

 

  for(int i = 0; i < n; ++i) { 

    total += x[i]; 

  } 

  return total / n; 

} 



Rcpp: Using sourceCpp 
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• Compile the C++ code 

> sourceCpp("source.cpp") 

 

• Call it: 

> meanC(runif(1e5)) 

[1] 0.500886 
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